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1 State Logic - EPPL

We consider a logic for reasoning about probabilistic systems (EPPL, short for Exogenous
Probabilistic Propositional Logic). The syntax and semantics are as follows:

1.1 Syntax

The syntax of the language is given by mutual recursion as presented in Table 1.1.

β := p 8 (¬β) 8 (β⇒ β) basic formulae

t := z 8 0 8 1 8 (
∫
β) 8 (t+ t) 8 (t.t) probabilistic terms

δ := (�β) 8 (t ≤ t) 8 (∼δ) 8 (δ ⊃ δ) global formulae

where p ∈ Λ, z ∈ Z.

Table 1: Syntax of EPPL

Classical abbreviations for propositional connectives like disjunction (β1∨β2), conjunction
(β1 ∧ β2) and equivalence (β1⇔ β2) are used freely.

Probability terms denote elements of the real numbers. We assume a finite set of real
variables, Z, ranging over elements of algebraic real numbers. Together with the constants
0 and 1, addition and multiplication, we are able to express all algebraic real numbers.
Finally measure terms, terms of the form (

∫
β), intuitively represent the measure of the set

of valuations that satisfy β.

Global formulas are either modal formulas (�β), comparison formulas (t1 ≤ t2) or built
upon these by the connectives ∼,⊃. Formulas like (�β) allow us to check if all valuations
induced by the sample space satisfy β. We will use the intuitive abbreviation (♦β) for
(∼(�(¬β))).
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Like we did for basic connectives, we will assume {∪,∩,≡} and comparison operators
{=,≥, <,>} introduced as abbreviations in the classical way.

Notions of occurrence and substitution of terms t and global subformulas δ1 in the global
formula δ are defined as usual. For the sake of clarity, we shall often drop parentheses in
formulas and terms if it does not lead to ambiguity.

1.2 Semantics

The models of EPPL are tuples m = (Ω,F , µ,X) where (Ω,F , µ) is a probability space and
X = (Xp)p∈Λ is a stochastic process over (Ω,F , µ) where each Xp is a Bernoulli random
variable, that is, Xp ranges over 2 = {0, 1}. Therefore, each ω ∈ Ω induces a valuation vω

over Λ such that vω(p) = Xp(ω), for all p ∈ Λ. In addition, each basic EPPL formula β

represents the mensurable subset {ω ∈ Ω : β(vω) = 1}, where β(vω) is the denotation of β
by vω.

Moreover, each basic EPPL formula β also induces a Bernoulli random variable Xβ : Ω→
2:

• X(¬β)(ω) = 1−Xβ(ω);

• X(β1⇒β2)(ω) = max((1−Xβ1(ω)), Xβ2(ω)).

Given an EPPL model m = (Ω,F , µ,X) and attribution γ for real variables, the semantics
of global formulas is defined in the following way:

• Denotation of probabilistic terms:

– [[z]]m,γ = γ(z); [[0]]m,γ = 0; [[1]]m,γ = 1;

– [[(t1 + t2)]]m,γ = [[t1]]m,γ + [[t2]]m,γ ; [[(t1.t2)]]m,γ = [[t1]]m,γ .[[t2]]m,γ ;

– [[(
∫
β)]]m,γ = µ(X−1

β (1)) is the probability of observing an outcome ω such that
vω satisfies β.

• Satisfaction of global formulas:

– m, γ  (�β) iff Ω = X−1
β (1);

– m, γ  (t1 ≤ t2) iff [[t1]]m,γ ≤ [[t2]]m,γ ;

– m, γ  (∼δ) iff m, γ 6 δ;

– m, γ  (δ1 ⊃ δ2) iff m, γ  δ2 or m, γ 6 δ1.
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2 Verifying Digital Circuits with EPPL

2.1 Notation and conventions

We have seen that each ω ∈ Ω induces a valuation vω over Λ. In the implementation, this
association will be injective, which amounts to saying that the sample space Ω is finite and
for each valuation v ∈ 2Λ, there is at most one ωv ∈ Ω. This is a reasonable assumption
because one only works with variables of the stochastic process X or continuous functions of
these variables and is, therefore, unable to distinguish between different elements of Ω that
induce the same valuation. Furthermore, given any EPPL Model, there is always a Model
over valuations that satisfies the same formulas.

Due to this identification, the elements of the sample space will be abusively referred to
as valuations. We will also assume that there are no valuations in Ω with zero measure, so
it is possible that some valuations are not represented in Ω.

Under these assumptions, knowledge of the joint distribution of the random variables Xpi

is enough to describe an EPPL Model. Given P(Xp1 ,...,Xpn )(Xp1 , ...Xpn
),

• Ω = {x ∈ 2Λ : P (Xp1 = x1, ..., Xpn
= xn) > 0},

• F = 2Ω,

• µ({ω}) = P (Xp1 = ω1, ..., Xpn
= ωn), Ω being finite, it is enough to define µ for each

singleton set {ω} ⊂ Ω.

2.2 Probabilistic Boolean Circuits

To model unreliable digital circuits we introduce the concept of probabilistic Boolean
circuits. A PBC is able to model any digital circuit with faulty logical gates, that is gates
that are prone to an error with a certain known probability, which is reasonable, since actual
hardware components explicitly state their reliability.

Definition 2.1. A probabilistic Boolean circuit (PBC ) is a directed acyclic graph where

each vertex i is labeled with a Bernoulli random variable Ri with expected value ri, a fresh
Boolean variable xi and a Boolean function gi : {0, 1}k+1 → {0, 1} with domain in the
variables labeling vertices pointing to i.

A vertex whose indegree is zero is called an input vertex, and its labeling variable is
called an input variable. A vertex whose outdegree is zero is called an output vertex, and
its labeling variable is called an output variable. A vertex that is neither an input vertex
nor an output vertex is called an internal vertex. If there is an arrow pointing from vertex
i to vertex j, j is said to be a child of i, and i is said to be a parent of j. The set of parent
vertices of a vertex i is denoted by par(i).

3



Each non-input vertex i represents a logical gate that computes the Boolean function
expressed by the formula fi. This computation returns the correct output with probability
ri. The variable xi does the double duty of identifying the vertex and representing the
outcome of this (probabilistic) computation.

For implementation purposes, we notice that in order to specify a vertex, we only need
the associated expected value ri (that we will represent with a floating point between 0 and
1), the variable xi and the Boolean function fi (that we will represent by a formula in the
obvious way). We will henceforth adopt these syntactic representations of PBCs, which we
shall call Specifications of probabilistic Boolean circuit (SPBC).

An arrow of a PBC or SPBC represents the dependency relation between the head (where
the arrow points to) and the tail (where the arrow comes from): one needs the values of the
propositional symbols in order to compute the value of the labeling function.

Each SPBC generates an EPPL Model where the stochastic process X is composed of
random variables induced by the vertices, their labeling functions and their labeling real
numbers. Essentially, P (Xp1 = x1, .., Xpn

= xn) represents the probability of vertices
taking the configuration 〈x1, ..., xn〉. Furthermore, these Models can be efficiently stored
and checked. We will frequently refer to vertex i of a PBC by it’s induced random variable
Xpi

.

In general, an EPPL Model representation requires an exponential space in |Λ|. For-
tunately, SPBCs are built in such a way that some degree of independence is maintained
between the variables and a very compact representation exists of the EPPL model associated
to each PBC.

Many times, it will be convenient to rewrite the joint probability distribution of a set of
random variables in the following way

P (X1 = x1, ..., Xn = xn) =
n∏
i=1

P (Xi = xi|Xi−1 = xi−1, ..., X1 = x1).

A rewriting of a joint distribution function in the above form is called a factorization.
This should provide some insight for the following theorem.

Theorem 2.2. Let (Xp1 , ..., Xpn) be the variables induced by the vertices of a SPBC and

〈x1, ..., xn〉 a valuation, then:

P (Xp1 = x1, ..., Xpn = xn) =
i=1∏
n

riδxi,ϕi + (1− ri)δ1−xi,ϕi

where ri is the real number labeling i and δxi,ϕi
=

{
1 if xi = ϕi(x1, ..., xi−1)
0 if xi 6= ϕi(x1, ..., xi−1)

This Theorem provides a very simple way of computing the probability of any given
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valuation, as we need only to check, for each vertex, if the denotation of the labeling formula
by the valuation yields the same value as the denotation of the induced variable by the
valuation, and return the real number labeling the vertex or its complement, according to
the result. The product of all such values will be the desired probability.

2.3 The basic algorithm

Let δ be an EPPL global formula. In the following algorithm, the arrays bf�(δ) =
{λ1, ..., λk},sub∫ (δ) = {m1, ...,ms}, pst(δ) = {t1, ..., tr},gsf(δ) = {δ1, ..., δu, δ} denote, re-
spectively, the list of subformulas of δ of the form �β, the list of measure subterms of δ (of
the form

∫
β), the list of probabilistic subterms of δ that are not measure terms, the ordered

tuple of basic subformulas of δ.

The symbol ωi represents the i − th valuation in 2Λ for some enumeration of valuations
over Λ

β(ωi) represents the algorithm that computes the denotation of β by ωi, which is well
known to take O(|βi|) time.

fact(ωi) represents the algorithm that computes P (Xp1 = ωi1, ..., Xpn
= ωin). As we can

see from Theorem 2.2, this algorithm takes O(|fact|) time, where |fact| is the size of the
factorization induced by the PBC. Observe that O(|fact|) = O(n · |β|), with |β| being the
length of the largest labeling formula of the PBC. One should keep in mind that whenever
this algorithm returns 0, it should be interpreted as “ωi /∈ Ω”, because we have no elements
with measure zero in Ω.

Proposition 2.3. χfact, γ  δ iff Algorithm 1 returns 1, where χfact is the model induced

by fact.

Assuming that all basic arithmetical operations take O(1) time, the algorithm runs in
O(2n · |δ|2 · |fact|) time, and takes takes O(|γ| + |δ| + n · |β|) space, which is a significant
improvement over previously proposed algorithms.
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Algorithm 1: CheckEPPL(fact, γ, δ)

Input: Factorization fact, assignement γ and a formula δ
Output: Boolean value G(|gsf(δ)|)

for i = 1 to |bf�(δ)| do
λi is �β;
B(i) = 1;
for j = 1 to 2n do

If(β(ωj) == 0 && fact(ωj) > 0) {B(i) = 0; break; };
end

end

for j = 1 to |sub∫ (δ)| do
mi is

∫
β;

M(i) = 0;
for j = 1 to 2n do

If(β(ωj) == 1) {M(i) = M(i) + fact(ωj); };
end

end

for i = 1 to |pst(δ)| do

switch ti do
case z : T (i) = γ(z) :;
case 0 or 1 : T (i) = ti;
case (tj + tl) : T (i) = T (j) + T (l);
case (tj .tl) : T (i) = T (j).T (l);
case (mj + tl) : T (i) = M(j) + T (l);
case (mj .tl) : T (i) = M(j).T (l);
case (tj +ml) : T (i) = T (j) +M(l);
case (tj .ml) : T (i) = T (j).M(l);

end

end

for i = 1 to |gsf(δ)| do

switch δi do
case (�βj) : G(i) = B(j);
case (tj ≤ tl) : G(i) = (T (j) ≤ T (l));
case (mj ≤ tl) : G(i) = (M(j) ≤ T (l));
case (tj ≤ ml) : G(i) = (T (j) ≤M(l));
case (mj ≤ ml) : G(i) = (M(j) ≤M(l));
case (δj ⊃ δl) : G(i) = max(1−G(j), G(l));
case (∼δj) : G(i) = 1−G(j);

end

end
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3 Optimizations

The tool produced in the scope of this work is not a blind implementation of the algorithm
of the previous subsection: several optimizations are used in order to significantly reduce
the time (in average) it takes to model check a formula. Unfortunately, none of these will
actually reduce the worst case complexity in which the program runs.

Suppose a PBC where one of the vertices is labeled with the real number 1. We will call
a vertex with this property a deterministic gate. Deterministic gates will allow some simpli-
fications in our algorithm, essentially removing one symbol from Λ, for all implementation
purposes. The idea is that if xi = ϕi(xi−1, ..., x1) with r = 1, then we can substitute all
instances of Xpi

in all formulas that need to be verified by ϕi(Xpi−1 , ..., Xp1).

Definition 3.1. Let Xpn , ..., Xp1 be discrete random variables. Xpi+1 is said to be com-

pletely dependent of Xpi
, ..., Xp1 by means of f if

µ({ω : Xpi+1(ω) = f(Xpi
(ω), ..., Xp1(ω))}) = 1

where µ denotes the measure over the probability space underlying in the random vector
Xpn , ..., Xp1 .

Proposition 3.2. Given SPBC B that has deterministic gates, the random variables Xpi

induced by those vertices are completely dependent of par(Xpi
) by means of ϕi when seen

as Boolean formulas.

Proposition 3.3. Let Xpi+1 be completely dependent of Xpi
, ..., Xp1 by mean of f , m be

an EPPL model induced by a PBC, γ an attribution and δ a global formula. Then

m, γ  δ iff m, γ  δ
pi+1

f(pi,...,p1)

This proposition allows the following simplification in the algorithm: by replacing all
variables induced by deterministic gates with the function induced by the corresponding
formula, the number of valuations that have to be considered halves for each deterministic
gate, as one of each of the two valuations that only differ in the deterministic variable would
have measure zero, and, therefore, doesn’t need to be considered.

Theorem 3.4. Given a basic formula β and a PBC induced EPPL Model χfact, then

χfact, γ 6 �β iff (¬βpi∈D
ϕi(pi−1,...,p1)) is satisfiable as a propositional formula, where D denotes

the set of deterministic gates in the PBC.

The previous proposition allows us to compute χfact, γ  �β with a single application
of a SAT algorithm for propositional logic. Although still in the same complexity class of
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the direct computation of χfact, γ  �β, the SAT problem is very well studied, and many
clever algorithms have been proposed to solve it. Upon the use of one such algorithm, we
improve our own, since our approach in the basic algorithm was to run through all of the
2n valuations.

4 Towards EpCTL

We define the computation tree extension to EPPL, called exogenous probabilistic com-
putation tree logic (EpCTL) and present a model checking algorithm for it.

4.1 Syntax and Semantics

In table 2 we present the syntax by mutual recursion.

Table 2: Syntax of EpCTL

β := p 8 ¬β 8 (β⇒ β) basic formulae

t := z 8 0 8 1 8 (
∫
β) 8 (t+ t) 8 (t.t) probabilistic terms

δ := (�β) 8 (t ≤ t) 8 (∼δ) 8 (δ ⊃ δ) 8 (EXδ) 8 (AFδ) 8 (E[δUδ]) global formulae

where p ∈ Λ, z ∈ Z.

The basic formulas, probabilistic terms and global formulas without temporal modalities
have the same intuitive meaning as in EPPL. The temporal connectives have the same mean-
ing as in CTL.

A probabilistic Kripke structure is a tuple M = (S,R,L) where S is a set of states,
R ⊆ S × S is a total transition relation (called the accessibility relation) and L is a map
from S to the set of EPPL models. A reader familiar with CTL should notice the similarities
between the semantics of both logics.

The satisfaction relation is defined by structural induction:

• M, s  �β iff L(s)  �β;

• M, s  (t1 ≤ t2) iff L(s)  (t1 ≤ t2);

• M, s  (∼δ) iff M, s 6 δ ;

• M, s  (δ1 ⊃ δ2) iff M, s 6 δ1 or M, s  δ2;

• M, s  (EXδ) iff M, s′  δ with (s, s′) ∈ R;
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• M, s  (AFδ) iff for all path π over R starting in s there exists k ∈ N such that
M,πk, L  δ;

• M, s  (E[δ1Uδ2]) iff there exists a path π over R starting in s and k ∈ N such that
M,πk, δ2 and M,πi, δ1 for every i < k.

4.2 Model checking algorithm for EpCTL

The EpCTL MC algorithm can easily be obtained from the CTL MC algorithm, replacing
the propositional symbol checking step with the EPPL model checker. Like in the CTL MC
for Kripke structures, in order to check a formula δ, we label each state of the probabilistic
Kripke structure with the set of subformulas of δ satisfied by the EPPL model labeling
that state, starting with simpler subformulas. This labeling is straightforward for all non
temporal connectives.

For formulas of the form EXδ, we label with EXδ all states that have a successor labeled
with δ. We denote this procedure by LabelEX.

For formulas of the form E[δ1Uδ2], we reason backwards: We consider the converse relation
R−1, the set of states labeled by δ2 (S′) and proceed by labeling with E[δ1Uδ2] all states
reached by at least one path (considering R−1) starting in one element of S′ where every
state is labeled with δ1. We denote this procedure by LabelEU

Instead of considering AF, we explain the procedure for EG, since checking AFδ is the
same as checking ∼EG∼δ. To check EGδ over M = (S,R,L), consider the substructure
M ′ = (S′, R′, L′) obtained from the original probabilistic Kripke structure where we remove
all states not labeled with δ and restrict R and L in the obvious way. Now, we take the
decomposition of (S′, R′) into strongly connected components. It should be clear that, in
any non-trivial of these components, EGδ holds (since all states of the cycle are labeled with
δ) and we label them accordingly. We can now work backwards using the converse relation
R′−1 to likewise label all states that can be reached by a path in which each state is labeled
with δ. Then, EGδ will also hold in the respective states of the original structure M and
only in those (because there are no more states labeled by δ). We denote this procedure by
LabelEG.

In the model-checking algorithm for EpCTL described below, we denote by subCTL(δ) the
ordered list of global subformulas of δ.
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Algorithm 2: CheckEpCTL(M, δ)

Input: temporal model M = (S,R,L) and EpCTL formula δ
Output: M , with states where δ is satisfied labeled with δ

for i = 1 to |subCTL(δ)| do

switch δi do

case (�β) or (t1 ≤ t2) : forall s ∈ S do

if CheckEPPL(L(s), δi) then
Label(s) = Label(s) ∪ {�β} or Label(s) ∪ {t1 ≤ t2};

end

end

case (∼δj) : forall s ∈ S do

if δ /∈ s then
Label(s) = Label(s) ∪ {∼δj};

end

end

case (δj ⊃ δl) : forall s ∈ S do

if δj /∈ s or δl ∈ s then
Label(s) = Label(s) ∪ {δj ⊃ δl};

end

end

case (EXδj) : LabelEX(δi);
case (E[δjUδl]) : LabelEU(δi);
case (AGδj) : LabelAG(δi);

end

end

It is clear that Algorithm 2 can be adapted to check EpCTL formulas over models M =
(S,R,L) using Algorithm 1 instead of the general EPPL MC algorithm if we restrict ourselves
to structures where the image of the map L is in the set of EPPL models induced by PBCs.

Unfortunately, the existence of a useful language that generates structures where the
image of the map L is in the set of EPPL models induced by PBCs is unlikely. In fact,
a simple reatribution of a variable has the potential to break the acyclicity of a PBC. We
could circumvent this problem by introducing a new variable for each such command, but
this would be unfeasible by obvious efficiency reasons. Another (more likely) solution, to
be exploited in future work, is to use MTBDDs: Since a MTBDD is a canonical way to
represent a function f : {0, 1}n → R, an EPPL model can be represented by a MTBDD
using as little space as possible. This representation can be further refined in some cases by
using factorizations to decompose the set of propositional symbols into independent subsets,
and representing each one with a (smaller) MTBDD. However, although canonical, these
representations do not avoid taking exponential space in |Λ|.
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